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Abstract
Over the past decade or so, deep learning models
have been replacing traditional statistical mod-
els in machine learning systems in an increasing
number of domains including computer vision
and natural language processing. One use case
in which deep learning models arguably have not
been adopted to a similar extent is modeling time-
series data, where the goal is to construct a model
of a series of temporal data points in order to make
accurate future predictions. In this work, we con-
duct a range of experiments to compare and con-
trast traditional statistical methods and deep learn-
ing methods for time-series modeling. We present
experimental results that illustrate strengths and
weaknesses of both types of approaches in terms
of ease of training, data efficiency, generalization
performance, and propose a more principled ap-
proach to time-series modeling.

1. Introduction
Deep learning’s presence in machine learning applications
has rapidly increased over the last decade, replacing many
traditional statistical models. This rapid adoption is in part
due to the following two notable characteristics: (a) deep
learning models use multi-layer architectures that allow
automatic learning of useful input representations for the
given task (LeCun et al., 2015), reducing the need for hand-
engineering of input features, and (b) deep learning models
in general improve in performance with more data.

Time-series modeling deals with the statistical learning prob-
lem of constructing models of a series of data points with
temporal dimension. Arguably, this is one domain in which
deep learning has seen less adoption. This is conceivably
in part due to that the aforementioned advantages of deep
learning are not nearly as applicable in modeling of time-
series data. For instance, in case of univariate datasets, the
automatic learning of input representations is essentially
irrelevant. Moreover, it is not uncommon to find time-series
datasets containing only tens of data points, which is far less
than what deep learning models are typically trained on.

In this work, we conduct an experimental study in which we

investigate deep learning and classical time-series methods
to gain insight into the characteristics of both methods in
the context of modeling data with temporal dimension. We
expect this and a similar line of future work to be important
for understanding such aspects of deep learning as data
efficiency and generalization performance.

2. Related Work
In (Barker et al., 2018) the authors at Microsoft propose
a machine learning framework that extends classical time-
series models such as Autoregressive Integrated Moving
Average (ARIMA) and Exponential Time Smoothing (ETS)
models to forecast 100% of Microsoft’s revenue in 2016,
which was roughly $85B. This speaks to both the level of
adoption of classical models and the scale at which the
models are used in time-series modeling.

In (Koenecke), the author explores both classical models
and deep learning models to conduct a more direct compari-
son of the approaches on real revenue data from Microsoft.
In the experiments, the author found deep learning mod-
els, if properly trained, for instance, using an appropriate
curriculum learning strategy, to significantly outperform
the production system that uses classical models. This is
somewhat surprising in that rather simple variants of com-
mon deep learning models exceeded the models currently
in production at companies like Microsoft. It is conceivable
though that the sheer amount of data played to deep learning
models’ advantage.

3. Methods
3.1. Exponential Smoothing

Exponential smoothing is a statistical approach to forecast-
ing that uses weighted averages of past observations with
exponentially decaying weights. Conceptually, this means
that the method applies higher weights to recent observa-
tions when computing the averages to make predictions.

Simple Exponential Smoothing. Simple exponential
smoothing (SES) is the simplest form of exponential smooth-
ing that is suitable for data the shows no apparent trend or
seasonal patterns. Though not the most sophisticated, the
model can often serve as a reasonable baseline. In mathe-
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Figure 1. A time-series with a near linear trend and a seasonality.

matical terms, the model can be described as

ŷT+1|T =

T∑
t=1

α(1− α)T−tyt

where α ∈ [0, 1] is the smoothing parameter that can be
estimated based on the observed training data. For predic-
tion, SES employs a constant forecast function ŷT+h|T =
ŷT+1|T . Hence, while the one-step forecast can be reason-
ably correct, accuracy is likely to decrease as we try to
predict further out into the future.

Holt’s Method. Holt’s exponential smoothing method ex-
tends SES to handle data with a trend, which is a long term
increase or decrease in the dependent variable. This ad-
dresses the shortcoming of SES that makes flat forecasts.
The method can be summarized with the following set of
equations (Hyndman & Athanasopoulos, 2021):

ŷt+h|t = `t + hbt

`t = αyt + (1− α)(`t−1 + bt−1)

bt = β(`t − `t−1) + (1− β)bt−1

where α, β ∈ [0, 1] are the smoothing paramters for ` and b,
respectively. Conceptually, ` estimates the level and β the
slope of a given series, and the (linear) forecasting described
above is then a sum of the current level at t and the product
of the slope at t and h, the forecasting horizon.

Holt-Winters Method. Holt-Winters method extends the
Holt’s method to allow modeling data with seasonality,
which is a pattern that repeats over a fixed interval. Figure
1 shows a sample time-series dataset that has an approx-
imately linear trend with seasonality of length about 10
steps. The following formulation is a natural extension to
the Holt’s method with the seasonality equation (Hyndman

& Athanasopoulos, 2021):

ŷt+h|t = `t + hbt + st+h−m(k+1)

`t = α(yt − st−m) + (1− α)(`t−1 + bt−1)

bt = β(`t − `t−1) + (1− β)bt−1
st = γ(yt − `t−1 − bt−1) + (1− γ)st−m

where k is the quotient of h−1
m , m the length of the seasonal

pattern, and γ ∈ [0, 1] the smoothing parameter for sea-
sonality. Conceptually, the model attempts to decompose a
given time-series into three components: level, trend, and
seasonality.

3.2. Autoregressive Integrated Moving Average

ARIMA models are another family of statistical models that
try to learn the autocorrelations, which are measures of how
an observation in a time-series is correlated with the past
observations, in the data.

Autoregressive Models. In an autoregressive model, we
attempt to describe the dependent variable using a linear
combination of a set of past observations of that variable. In
other words,

yt = c+

p∑
i=1

φiyt−i + εt

where c is the intercept term and εt the noise at time t. The
model above is an autoregressive model of order p, often
referred to as AR(p) model.

Moving Average Models. In contrast to an autoregressive
model, a moving average model describes the dependent
variable with a linear combination of residuals, or forecast
errors, as in

yt = c+

q∑
i=1

θiεt−i + εt

Conceptually, the model in making future forecasts attempts
to correct the errors made on past steps (Brownlee). The
model above is a moving average model of order q, referred
to as MA(q).

ARIMA Models. We obtain an ARIMA model when we
combine autoregressive and moving average models and
apply it to an optionally differenced time-series data. Dif-
ferencing is an operation done to turn a non-stationary time-
series into a stationay one by computing the differences be-
tween often consecutive observations (e.g., y′t = yt − yt−1).
Conceptually, if we fit a model to a once differenced time-
series, we would be modeling the changes in the original
time-series. An ARIMA model can be described as

y′t = c+

p∑
i=1

φiy
′
t−i +

q∑
i=1

θiεt−i + εt
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Figure 2. Unrolled recurrent neural network.

where y′ indicates that the time-series has been differenced
d ≥ 0 times and is referred to as ARIMA(p, d, q). This
basic form of ARIMA model can be extended to model sea-
sonality in time-series as well as to incorporate covariates.
Finally, it is common to examine autocorrelation function
(ACF) plots and to run statistical hypothesis tests of station-
arity in order to choose appropriate values for the parameters
p, d, and q (Hyndman & Athanasopoulos, 2021).

3.3. Recurrent Neural Network

RNN models are a special type of deep learning models
that are designed to model such data as speech and text that
are sequential in nature. RNNs process the input data one
element at a time, maintaining a state representation that
describes the history of the past elements encountered. The
model uses this latent representation to predict the output
(LeCun et al., 2015). RNN models are typically trained with
the sum of cross-entropies across tokens as the loss, that is,

loss = −
T∑

t=1

v∑
j=1

yj log ŷj

where T is the length of the sequence and v the size of
vocabulary.

Figure 2 is a simple illustration of how an RNN model pro-
cesses inputs, passes state information across time steps,
and outputs predictions. There are many variants including
GRU, LSTM, and layer-normalized LSTM that try to ad-
dress different shortcomings of the vanilla RNN model such
as the ability to model long-range dependencies.

4. Experiments
4.1. Dataset

The dataset used in the experiments is the weather data cre-
ated by the Max Planck Institute for Biogeochemistry that
contains 14 weather related features such as the temperature
in degree Celsius collected every 10 minutes over multi-
ple years since 2003: https://www.bgc-jena.mpg.
de/wetter. That the set contains multiple years of data

Column Variable
H2OC (mmol/mol) Water vapor concentration

T (degC) Air tempereature in celsius
Tdew (degC) Dew point temperature in celsius

Tpot (K) Potential temperature in kelvin
VPact (mbar) Actual water vapor pressure
VPdef (mbar) Water vapor deficit
VPmax (mbar) Saturation water vapor pressure

wv (m/s) Wind velocity in m/s
max. wv (m/s) Max wind velocity in m/s

wd (deg) Wind direction in degrees
rh (%) Relative humidity

p (mbar) Air pressure
sh (g/kg) Specific humidity

rho (g/m**3) Air density
Date Time Date and time of the record

Table 1. Columns in the weather dataset (Kolle, 2008).

points allows to us to explore data efficiency of our chosen
methods. Moreover, the availability of multiple covariates
allows us to explore their effects on model fitting and fore-
casting. We pre-processed data to, for instance, remove
invalid data points and to decompose velocity columns into
x and y directions.

4.2. Results

Below we show the results from a series of experiments in
which we analyze the methods with regards to dataset size,
forecasting accuracy, and affect of incorporating covariates.
We mean absolute error (MAE), 1

n

∑n
i=1 |yi − ŷi|, as the

main metric to estimate forecasting accuracy. For experi-
ments, we used the statsmodels (Seabold & Perktold, 2010)
and TensorFlow (Abadi et al., 2015) Python packages.

Dataset Size. Figure 3 shows SES models trained on
monthly data over one year and two years, forecasting two
steps into the future. Note that even in the case of only 12
data points to fit, the model predctions were quite reason-
ably, though flat and did not accurately capture some of the
sudden changes. In case an additional year of data points
were provided, the model predictions became noticeably
better as seen in 2(b). However, when yet an additional
year of data were used, the predictions became worse. This
is in part due to that SES model places higher weights on
recent data points is not well justified for seaonsal data like
weather.

We attempted to train LSTM models on the same monthly
data, but it was practically impossible to train using only a
dozen or two data points. Instead, we took all data points
prior to the start of when we want to make predctions and
constructed training examples by taking samples of consec-

https://www.bgc-jena.mpg.de/wetter
https://www.bgc-jena.mpg.de/wetter
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(a) 1 year of monthly data.

(b) 2 years of monthly data.

Figure 3. Simple exponential model on monthly data.

utive data points of an appropriate length. This means given
a set of n time-series data points, we can construct a set of
n − (s + t) + 1 unique training examples, where s is the
length of the input sequence and t the length of the output.
We can then construct batches examples for training by sam-
pling from this set. The results from training LSTM models
in this manner are discussed in the following sections.

Forecasting Accuracy. Forecasting accuracy depends not
only on that the training dataset has sufficient data points to
capture some statistical patterns to learn, but also on how
accurate the model assumptions are for the given dataset.
For instance, for SES model, which simply puts higher
weights on more recent observations, we saw lower accu-
racy when trained on a larger set of data points. In contrast,
Holt-Winters model specifically tries to model seasonal
patterns. Figure 4 shows a comparison between SES and
Holt-Winters models trained on 3 years of monthly data and
forecasting 5 steps into the future. With a more appropriate
set of assumptions for the dataset, the Holt-Winters model
was able to capture more smoothly the yearly seasonal pat-
tern in the dataset and made much more reasonable forecasts
than the SES model. The MAEs achieved by the SES and
Holt-Winters models were 11.89 and 3.83, respectively.

We also used LSTM models to forecast 5 steps into the fu-
ture trained as previously described. Although the results
are not strictly comparable due the difference in the training

(a) Simple exponential smoothing.

(b) Holt-Winters.

Figure 4. Holt-Winters and SES on 3 years of monthly data.

schemes, LSTM models trained with appropriate settings
of the learning rate, number of epochs, batch size, etc. at-
tained reasonable level of accuracy. Figure 5 shows LSTM
models trained for 1k and 2k epochs over the training set,
and they reached MAEs of 5.32 and 4.27, respectively. The
two graphs suggest that hyperparamter settings can have
significant impact on model accuracy. When appropriate
hyperparamters are chosen, LSTM models trained in the
manner described above demonstrated reasonable perfor-
mance.

Covariates. To experiment with additional independent
variables, we chose two covariates – rh (%) and rho
(g/m**3) – based on the Spearman’s correlation coefficient
as shown in Figure 6. The covariates were chosen based on
how correlated they are with the dependent variable, but we
excluded the ones with too high correlations as adding them
might lead the model to learn trivial relationships.

Figure 7 shows the performance of seasonal ARIMA models
trained with no covariates and with rh (%) and rho (g/m**3)
as additional exogenous variables. It is evident that adding
relevant covariates noticeably improves the model’s capabil-
ity to fit the data and to more accurately forecast. While the
model with no covariates learned the overall pattern of the
dependent variable as demonstrated by the smooth curve,
the model with the two covariates was able to capture more
variability such as the sharp peaks around 2014 and to also
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(a) Trained for 1k epochs.

(b) Trained for 2k epochs.

Figure 5. LSTM models on monthly data.

forecast with a higher accuracy. The two models achieved
MAEs of 4.68 and 1.90, respectively.

It is worth noting that one potential limitation of the ARIMA
model with covariates above is that it requires the values
of the variables to be available for forecasting. In some
pratical settings, the values of the covariates at the time
when we need to predict the dependent variable may not be

Figure 6. Spearman’s correlation coefficient.

(a) No covariates.

(b) With rh (%) and rho (g/m**3) covariates.

Figure 7. Seasonal ARIMA models.

available. In such a situation, LSTM models can be naturally
employed to learn to additionally predict the covariates.

5. Conclusion
In this paper, we applied both classical and deep learning
models to the problem of modeling time-series data and
analyzed such aspects as data efficiency, forecasting accu-
racy, and effects of incorporating covariates to the models.
We observed that in case the size of the dataset to train on
is on the order of tens of data points, a statistical model
that makes assumptions appropriate for the data is more
desirable than, for instance, an RNN type model. On the
other hand, if at least hundreds of data points are available
and the dependent variable has intricate relationships with
multiple covariates, an RNN type model of an appropriate
size can be a natural choice in more practical settings. As a
more principled approach to time-series modeling, some of
the statistical analyses commonly done for classical models
such as analyzing the ACF and PACF graphs can also be
employed to decide, for instance, the length of the input
sequence even for RNN type models.

6. Contributions
I am the sole member of this group and contributed to all
parts of the project.
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